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The IT and especially the use of microservices of big internet 
companies are often used as examples of a strategy for success. 
This article goes deeper by answering the following questions:

• What are the benefits and challenges of microservices?

• What makes companies like Netflix, Spotify and Uber 
successful?

• How are these companies using microservices?

• How can insurers and other organizations in the financial 
sector benefit from using a microservices architecture?

Introduction

Microservice architecture definition

Though there is no clear definition of microservice architecture, 
most definitions refer to characteristics or benefits that could 
be reached with different technologies. By and large, they 
characterize a unique approach to software development.

In 2014 Martin Fowler wrote in his article Microservices: “The 
term ‘Microservice Architecture’ has sprung up over the last 
few years to describe a particular way of designing software 
applications as suites of independently deployable services. 
While there is no precise definition of this architectural style, there 
are certain common characteristics around organization around 
business capability, automated deployment, intelligence in the 
endpoints, and decentralized control of languages and data.” 
He sees microservices as a specialization of service-orientated 
architecture (SOA).

The Open Groups defines microservice architecture on their web 
pages as follows: “MSA [Microservice Architecture] is a style of 
architecture that defines and creates systems through the use of 
small independent and self-contained services that align closely 
with business activities.”

On opensource.com, there is another definition to be found: 
“The central idea behind microservices is that some types of 
applications become easier to build and maintain when they 
are broken down into smaller, composable pieces which work 
together. Each component is continuously developed and 
separately maintained, and the application is then simply the sum 
of its constituent components. This is in contrast to a traditional, 
‘monolithic’ application which is all developed all in one piece.”

Finally, microservice architecture is the next step after and the 
combination of SOA and object-oriented architecture. It brings 
independence and message communication to the level of 
components in the object-oriented architecture, which means 
the components of a well-designed monolith are exposed to 
the outside world and can be combined more flexibly. Besides 
SOA, it tries to bring the intelligence from a central orchestration 
into the services as the endpoint of communication. The 
services themselves should know with which other services they 
have to communicate. Because there is no strict definition of 
microservices compared to services, both words are used in this 
article as synonyms.
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Benefits

The following benefits are often mentioned. Altogether, the time 
to market for new features is shorter. Some of these benefits 
need additional prerequisites, and some of them will be discussed 
further in the Challenges chapter.

Isolation
One microservice covers only a small portion of functionality 
and is separated from other microservices. They only interact via 
application programming interfaces (API) or messages. It is easy 
to change the functionality of one microservice as long as none 
of the APIs or messages received or sent are not changed; other 
microservices will not be affected.

Scalability
Scalability is probably the biggest advantage of a microservice 
architecture. If one functionality is heavily used, you can easily 
add instances of the microservice covering this functionality on 
other machines. That will mean horizontal scaling instead of 
vertical scaling by putting CPU or memory in one machine.

No vendor lock-in
Microservices are usually custom-developed based on open 
source libraries. There is no dependency on any software 
vendors. By using cloud platforms and designing the 
microservices in such a way as to switch the cloud provider, it 
is possible to get independent from vendors. Currently, there 
are only a few vendors (e.g., eBaoTech) offering ready-to-use 
services for insurers.

Easy deployment
With the modern container deployment tools and frameworks, 
it is easy to deploy a microservice. There is no need to put 
everything for a large application together and deploy at the 
same time., leading to shorter release cycles and time to market.

Best technology
Each microservice is an isolated component and can be 
implemented with technology that best fits its purpose. New and 
innovative technologies can be introduced quickly and easily.

Easier to understand
Smaller components with a limited set of functions are easier to 
understand than large, complex applications. Thus, it becomes 
easier to get familiar with the existing components, even for new 
team members. Maintenance is easier and cheaper.

Relationship to business
Microservices are designed according to business needs. As 
microservices are smaller and self-confident modules, they better 
fit business processes. Microservices can be recombined and 
reconfigured according to changing business needs.

Isolation and resilience
If one microservice fails, the other microservices are not directly 
affected and can still work. Another instance of the failed 
microservice can be restarted and replace the failed one.
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Challenges

The list of benefits sounds very impressive. There is no doubt that 
every organization wants to leverage these benefits. Sometimes 
microservices are announced as a new technology solving nearly 
all IT problems. But as is mostly the case, nothing is for free. 
Beneath the benefits, microservice architectures also bring up 
some challenges. In his Microservices at Netflix Scale: Principles, 
Tradeoffs & Lessons Learned presentation at GOTO 2016, Ruslan 
Meshenberg asked the audience whether they bought something 
expensive, focusing on features without looking at the costs.

Microservice organization
Most of the benefits are only reachable if the IT department or, 
even better, the entire organization fits in with a microservice 
architecture. In April 1968, Melvin Edward Conway phrased this 
in the IT magazine Datamation as follows: “Any organization 
that designs a system (defined broadly) will produce a design 
whose structure is a copy of the organization’s communication 
structure.” Details about possible approaches will be discussed 
later. Still, in general, you need an organization with small, self-
responsible and cross-functional teams, which are end-to-end 
responsible for their services. The organization has to overcome 
the separation of development, maintenance and operation and 
even the gap between business and IT.

Dependencies vs. redundancy
By definition, microservice should be loosely coupled and as 
independent as possible. On the other hand, you always want 
to implement functionalities only once. These paradigms 
are conflicting. Suppose you want to implement everything 
only once. That will lead to small microservices with many 
dependencies. If you prioritize independence, you will have 
to implement some functionalities in several places. Multiple 
implementations lead to minor differences and a high 
maintenance effort. A trade-off between these two paradigms 
needs to be found during the design of each microservice. 
One way to reduce redundancies is to separate often used 
functionalities in libraries. But each microservice using one of 
these libraries is now dependent on this library. If the library 
needs to be changed, all microservices using this library must  
be considered.

Dependencies by message content
Even if you connect two microservices only with sending and 
receiving messages, there is a dependency on the content of 
these messages. The receiver must understand the content in the 
message by the sender. If you want to replace one of the services 
independently, you have to ensure that the service can still send 
or receive the given content, a restriction microservices have 
in common with their predecessor SOA. Several organizations 

have tried to establish an enterprise data model as a common 
language for all services together with SOA. In most cases, this 
approach has failed because it was too complex to bring all 
aspects of an organization into one consistent data model. Even 
if the content structure stays the same, problems may occur if 
the sender stops sending an attribute that is mandatory for the 
receiver. This challenge remains even when you put a messaging 
system like Kafka between these two microservices.

Dependencies by interfaces
Because of these performance requirements, it will often be 
necessary to connect microservice synchronously via direct 
representational state transfer (REST) calls. The resulting 
dependencies must be managed like the dependencies between 
SOA components. Changes must be organized with different 
versions of each interface. Teams providing interfaces should 
talk with teams consuming these interfaces. There should be a 
clean-up process to reduce old versions by switching dependent 
microservices to newer versions.

Orchestration
As microservices are small components, implementing a 
complex system may quickly result in many microservices. And 
if you design very small microservices to prevent the double 
implementation of functionalities, the number of microservices 
will rise. With many services and dependencies, it can get 
challenging to orchestrate them to work together smoothly. 
Thus, each issue already known from independent processes and 
tasks – like deadlock, concurrency or cascading errors – may arise 
here as well. In Spotify’s Journey to the Cloud, Ramon van Alteren 
explains that a single user request involves 10 to 15 services.

Availability
Possible cascading errors will bring down system resilience if each 
microservice calls up other microservices without appropriate 
error handling and default behaviors. In Mastering Chaos 
– A Netflix Guide to Microservices, Josh Evans explains how 
dependencies between services influence the overall availability.

If there is a main service relying on 9 different complements 
(App1-9) and each component has an availability of 99.99 
percent, this results in 99.9 percent availability of the main 
service. That is a big difference.

Latency
As part of the orchestration, the response time of all called-up 
microservices must be checked and summed. That may be ok 
in an ideal test situation, but it needs to be checked in real-life 
situations with all system parts under pressure. If a messaging 
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infrastructure is used, this infrastructure and the underlying 
network must be considered as well. Fine-grained monitoring in 
all environments should be used to identify critical situations as 
early as possible. Because of the response time requirements, 
mostly synchronous API communication is used instead of 
asynchronous message communication. But even with API 
connections, the latency must be checked.

Different technologies
It is often recommended that a team responsible for a 
service choose the technologies they deem most suitable 
for implementing their service. As a consequence, you may 
have a lot of different technologies in your organization. It 
will be challenging to maintain a repository of all the different 
technologies, including various versions, to ensure that the 
organization is compliant with all licenses. Moreover, it is 
impossible to move a team member not working to capacity 
to another team in a critical situation because the person in 
question will most likely not have enough experience in the 
required technologies.

Infrastructure services
In solution development, there are a lot of standard 
infrastructure services needed in nearly every solution. The most 
prominent are logging and monitoring, but often, security and 
persistence as well. If each team solves these tasks differently for 
their services, there will be many redundancies. But even harder if 
there are different logging and monitoring solutions, and it is very 
difficult if not impossible to build an overall health monitoring 
and meaningful error logging.

Unified user experience
According to the microservice approach, even the user interface 
(UI) comprises different independent microservices developed 
and owned by different teams. The UI microservices are not 
interacting directly with each other. They are coupled by using the 
same underlying business logic microservices or the same data 
storage. Under these circumstances, particular guidelines and 
tests are needed to gain a seamless unified end-user experience.

Testing
Testing a bunch of microservices is a complex task. Testing 
one microservice with its small portion of functionalities is 
easy. These tests are like unit tests for classes or components. 
But the integration tests of multiple dependent microservices 
get complex because the information flow comprises many 
situations and variances. The combination of the situations 
and variances leads to a considerable number of test cases 
for complete test coverage. Together with the heavy use of 
asynchronous communication, it is practically impossible to 
cover all situations that may occur later in production. As a result 
of independent deployments of different teams, it is practically 
impossible to maintain a test environment similar to the 
production environment.

No shared data storage vs. no data duplication
A self-contained microservice should have its own data storage; 
other microservices should not directly access it. To fulfill their 
functionalities, some microservices will require a copy of at least 
some data already stored in the database of another microservice. 
Most of the time, the microservice needing a copy will build this 
copy consuming the messages of another microservice. These data 
redundancies can lead to data inconsistencies and the question of 
what the truth is. That may be worth it because of the times the 
different microservices receive and integrate the messages in their 
data storage. In some cases, it may be necessary to hold critical 
data only once and share them between different microservices 
or at least have a clear master-slave-relation and mechanisms to 
detect and fix inconsistencies.

6





Microservices best practice

There are three successful, well-known companies completely using 
microservices across all their IT. Because of the strong sharing 
culture of Netflix, Spotify and Uber, and the fact that several 
software engineers of these companies are available on YouTube, 
it is possible to find out how they build their IT systems. Netflix and 
Spotify are very proud of their company culture and describe it and 
its underlying principles in multiple articles and presentations.

Netflix
Netflix was founded in 1997 by Marc Randolph and Reed 
Hastings as a DVD rental company. In 2000 they began offering 
videos to customers based on the videos they had rented. In 
2007 they started to stream videos, and in 2012 they began to 
produce their own content. Currently, Netflix is available in about 
190 countries and provides 250 million hours of video per day for 
around 98 million customers. 2011 Netflix started Open Connect 
as a program to work with internet service providers (ISP) as well 
as a technology including hard and software to provide content 
in an optimized way. The Open Connect appliances are installed 
at the ISP data centers caching the content all around the world.

Netflix earns money with a simple three-type subscription model. 
Customers pay a yearly or monthly subscription fee. They can 
consume as much content as they like to. The subscription types 
are differentiated based on video quality and the number of 
parallel viewers. In 2018 Netflix made about $15.7 billion in 
revenue and had $865 million net income with 7,100 employees.

In 2008 Netflix faced a four-day outage because of a 
database crash. That was the trigger to change the monocytic 
infrastructure into a service-orientated modern infrastructure. 
The main goal was a more reliable fault-tolerant infrastructure. 
Three ordered priorities led the change.

1. Innovation

2. Reliability

3. Efficiency

Innovation was intentionally set before reliability, leading to 
loose coupling because tight coupling hinders innovation. Tight 
coupling means a lot of strong dependencies resulting in difficult 
and rare (often only quarterly) deployments. Based on Conway’s 
law, loose coupling works best with end-to-end ownership 
or DevOps. Central organizations tend to have monolithic 
architectures. The teams are now responsible for all tasks, from 
the first design steps in production and support to the retirement 
of a microservice. There is no longer a need for dedicated central 
testing, operations and support organizations.

To pave the way for a microservice architecture, Netflix defined 
some principles.

• Use existing open source software instead of developing 
it yourself

• Services should be stateless

• Scale-out horizontally instead of scale-up vertically

• Use redundancy and isolation to raise resilience

• Automate testing, including destructive testing in 
production environments

• Switch from relational database management systems 
(RDBMS) to key/value storage with Cassandra

• Standardize inter-process communication

• Define standards and tools for the microservice 
deployment

 
This transition had to take place while at the same time keeping 
the current production business up. For a time, this doubled the 
effort and cost. Additional problems with data replication and 
implementing new features twice occurred.
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Technology
This diagram shows a simplified picture of the Netflix architecture, 
focusing on the areas not related to content provisioning.

Netflix is accessible via a bunch of different devices with 
dedicated clients. These clients are implemented as rich clients 
with Node.js supported by React and RxJS. The elastic load 
balancer of the Amazon web service (AWS) cloud is used to 
connect these devices with Netflix infrastructure. Zuul is a 
gateway service providing service discovery, load balancing, 
security, monitoring and resilience. The main principle is  
non-blocking request and response management. It is built in 
Java using Netty for asynchronous processing and RxJava for 
filter chains.

The API gateway is the entry point and is responsible for service 
coordination. As it calls for a lot of code not implemented by 
the same team, it evolves into a kind of monolith. The nodes are 
server components for which the client teams are responsible. 
They are used to overcome the monocytic character of the API 
gateway. Each client team can easily implement their logic in 
the same Node.js language using all the next service layer API 
functionalities. The Netflix business logic is built on cascading 
microservices.

The business logic is implemented in cascading services. As the 
main infrastructure component, Hystrix tracks calls of different 
services for errors and latency to prevent cascading errors that 
could compromise the entire system. Netflix is currently replacing 
it with Resilience4j. Data are mainly stored in Cassandra and 
MySQL. Both are used for data that need to be stored for a long 
time. Additionally, different in-memory databases are used for 
various purposes.

The Open Connect Appliances are specially designed servers with 
a Netflix software running on them. They are directly installed at 
the ISP nodes to provide the Netflix content. They do not store 
customer data. Information about health, performance and 
content consumption are sent to the central cache-control service 
regularly. The control service collects the information from all 
OCAs and prepares it for the monitoring and steering of content 
requests. The steering service is one of the services used when a 
content request arrives. Based on the information stored by the 
control service, the steering service decides from which OCA the 
device should request the streaming.

Culture
Netflix is very proud of its company culture and sees it as vital. 
The culture differs from most other companies. Employees have 
unlimited vacation days, no expense approval is needed, and 
there are no yearly performance meetings. The staff is expected 
to act as self-responsible people who know what is good for the 
company and themselves. The main principles are freedom and 
responsibility.

On the other hand, Netflix emphasizes working with the most 
capable people who know to exploit their full potential. From time 
to time, managers are required to ask themselves hypothetically 
what they would do if an employee wanted to leave. If a 
manager decides that an employee should go, the employee 
will be dismissed and get a generous severance package. This 
situation creates uncertainty and, in combination with the strong 
work ethic of the coworkers, pressure.
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Cloud usage and sharing are important parts of the Netflix 
culture. Netflix takes pride in not having its own data center. The 
organization actively contributes to several open source projects 
and often offers frameworks and components developed at Netflix 
as open source. An essential cornerstone of Netflix’s success is 
its testing effort. It regularly performs chaos tests in production 
and invests in Chaos Monkey developed as a unique component 
to switch off components and servers randomly. The goal is to 
enhance the stability and resilience of the overall system.

Lessons learned
In Mastering Chaos – A Netflix Guide to Microservices, John 
Evans explains that microservices are not clean and easy small 
pieces of software but rather abstractions with a complex 
internal structure. They may have their own database, perhaps 
with caching. Primarily they are using several internal or external 
libraries. They are at least dependent on infrastructure services 
but usually also on other services. They are not as independent as 
often said.

In The Paved PaaS To NodeJS Microservices (JavaScript @ Netflix), 
Yunong Xiao outlines the benefits of standardization in 
microservice development. He lists these topics:

• RPC

• Discovery

• Registration

• Runtime

• OS

• Configuration

• Metrics

• Logging

• Tracing

• Dashboards

• Alerts

• Stream processing

• Development and deployment tools

 
In an interview lead by Chris Anderson, the Netflix CEO and 
chairman Reed Hasting answered the question of how Netflix 
culture has supported the great success with self-produced 
content as follows: “It is very big on freedom and responsibility. 
I pride myself on making as few decisions as possible in a 
quarter. And we are getting better and better at that. There 
are sometimes I am going a whole quarter without making any 
decisions.” With its “What comes next?” question, the culture 
drives innovation and the company’s IT architecture.

Spotify
In 2006 Daniel Ek and Martin Lorentzon founded Spotify. The 
Spotify desktop application was launched in October 2008 in 
Sweden with about 2,000 monthly active users (MAU). One year 
later, they reached 3.2 million MAUs. This success was pushed 
by very fast streaming technology and the excellent coverage 
with fast internet access of Sweden. In October 2009, Spotify 
launched its mobile app supporting listening to playlists offline.

In 2010 the music industry forced Spotify to cap their free 
desktop application so that it could only be used some hours 
per week or for a limited amount of songs. Because of that, the 
amount of MAUs stagnated and went slightly down to 7.2 million 
MAUs. In the same year, Spotify was launched in the US. In 2011 
a partnership was established between Facebook and Spotify.

In summer 2013, with many people switching from desktop PCs 
to mobile phones, Spotify’s MAUs stagnated for a second time, 
and  MAUs dropped slightly to 24.7 million. In October 2017, 
Spotify reacted with a free mobile app that allowed users to listen 
to playlists exclusively in shuffle mode. No other app provided 
something similar, which helped increase the number of MAUs in 
February 2015 to 63 million.

Over the following years, Spotify spent much effort in AI 
technologies to suggest new songs and playlists to users that 
met their preferences. Based on all the stored playlist data, it 
was possible to create dedicated playlists for specific moods or 
situations and recommend newly released songs matching a 
user’s playlists. In 2018 they reached 125 MAUs and went public. 
Currently, they have 191 million MAUs.

In 2016 Spotify migrated its content data (1.5 billion files with 3 
Peta Byte (PB)) from AWS to Google cloud platform (GCP). The 
same year they started to move their entire IT from their own 
four data centers to the Google cloud platform (GCP). As Ramon 
van Alteren described in Spotify’s Journey to the Cloud, the 
decision was driven by two main reasons:

• “Organizational focus is our most precious resource [Focus 
on core business to be best music provider instead of IT 
infrastructure maintenance]” 

• “Higher level cloud services allow us to deliver a better 
product, faster” 

They had to migrate:

• 1,200 microservices

• 20,000 data processing jobs in 2,000 unique workflows with 
a lot of dependencies

• 100PB data
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The last two numbers are a matter of peculiar interest. Spotify 
has got more data processing jobs than microservices. Most 
likely, they are used to prepare analytical data. There is a complex 
world beneath the microservice architecture. They have far more 
client and analytical data (100PB) than content data (3PB). In 
December 2016, Spotify switched 100 percent of the users to the 
services on GCP. The first data center was closed in October 2017, 
and the last one was in 2018.

Spotify offers different subscriptions. The first is for free, 
whereas the others cost a monthly fee and provide full Spotify 
functionality. Currently, there are subscriptions for single persons, 
families and students. Spotify states that it pays 70 percent to 
the artists and rights holders for the played audio files. In 2018 
Spotify had 191 million MAUs and 87 million subscribers. The 

revenue amounted to $6 billion and the net income to $88 
million with 4,165 employees.

Technology
In the beginning, Spotify was mainly written in PHP but was 
switched to Java because people recognized that more often, 
production incidences were caused by PHP components than by 
Java components. Spotify uses Java exclusively in its production 
systems, making it easier for developers to move from one team 
to another. In the background, e.g., for analytics, they are using 
different languages.

The following diagram shows the layered approach of Spotify’s 
microservice architecture.
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All the traffic from devices passes access points that perform 
authentication and authorization and route the requests to a 
feature service. These feature services correspond to the feature 
partitions of the devices and are calling nested frontend services 
which use a lot of centrally provided infrastructure services.

The Apollo framework is used to ease microservice development. 
Nearly all microservices are built based on Apollo. Spotify 
provides it as open source.

System-Z is used as a kind of repository to provide information 
about all parts of the system. It covers components (e.g., 
microservices, data stores, pipelines and libraries) and systems 
storing information about the microservice itself, APIs, 
dependencies, ownerships and alerting. It also provides real-time 
deployment as well as monitoring information and supports a lot 
of tasks around microservice management.

Helios is used as a container orchestration management tool.

Culture
Spotify works with full-stack vertical teams. If a new team is 
created, it gets a mission quite different from other teams’ 
missions to ensure no considerable overlap in the team’s tasks. 
Teams are fully responsible for development and operations 
facilitated by several infrastructure tools more or less needed by 
all teams. With standard manageable infrastructure services for 
implementing tasks like monitoring, Spotify motivates the teams 
to do it in the same way. For all other ways, the team must build 
the infrastructure itself. Reusable code usually is part of a library.

Spotify tries to avoid dependencies between teams as much as 
possible. In Backend Infrastructure, Gösta Forsum phrases it as 
follows: “All the Spotify code is available to all developers in a 
transparent code model. This means that all code in the Spotify 
client, Spotify backend and Spotify infrastructure is available to 
all the developers at Spotify to read or change. If a squad [team] 
is blocking on some other squad [team] to make a change in 
some code, they always have the option to go ahead and make 
the change themselves.”
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The web application firewall (WAF) is the first access point for all 
incoming traffic, and each vehicle in use sends a location every 
four seconds to the server. A classical load balancer is used to 
distribute the incoming requests.

The WebSocket protocol allows a contiguously open bidirectional 
connection between the device app and the disco service. This 
component is implemented in Node.js because Node.js supports 
asynchronous processing very well. The supply service provides 

all information about a supplier (e.g., a driver with a car with 
three seats). The demand service provides all information about 
a demand (e.g., there is a group of three people with one child). 
Both are as well written in Node.js.

Inside the bigger Disco area, the geo servers are used to hold all 
current locations of the vehicles and calculate the routes as well 
as estimated arrival times for the demands. These services are 
using the Google S2 library. This library facilitates geo-locating 

During the migration to GCP, the data center teams were heavily 
involved in the preparation process. Beneath other topics, the 
question of how their job will look like after migration was solved. 
These teams, in the end, were advocates for cloud migration.

Lessons learned
Beginning with its own data centers, Spotify discovered that 
using the Google infrastructure better suited its business 
strategy and helped it to focus on its core business. Additionally, 
it benefited from some of the technologies which are part of 
Google’s cloud offering.

Apart from the microservice architecture, Spotify has one of the 
biggest   if not the biggest   Hadoop installation with 20,000 data 
processing jobs. In parallel to the microservices architecture, it is 
an entire “world” in itself, with massively complex dependencies. 
All these jobs and dependencies must be maintained like 
the microservices in a repository. Most likely, there are as well 
dependencies between microservices and Hadoop jobs.

Uber
Uber was founded in 2009 as UberCab by Garrett Camp and 
Travis Kalanick. It started in 2010 by offering only luxury black 
cars. In 2011 Uber expanded outside the US to Paris and in 2012 

to London. Beyond that, Uber began to deliver ice cream in the 
summer of 2012. In 2013 Uber allowed drivers to use their own 
cars instead of the luxury limousines in combination with a much 
lower price, and in the same year, it expanded to Asia. Ever since, 
Uber has constantly been expanding its business all around 
the world. In 2014 Uber launched carpooling and food delivery 
services in the US, and in December 2015, Uber reached 1 billion 
rides. Six months later, it was 2 billion rides, and by May 2017, 5 
billion rides.

Uber makes a profit of about 20-25 percent per ride, which is 
Uber’s primary income. The other 75-80 percent of the fare is 
passed to the driver. Uber limits the fare for each ride.

Technology
Just like many other companies, Uber started with a monolithic 
system using Python for the application servers and PostgreSQL 
as a database. This system limited further growth, and Uber 
decided in 2014 and 2015 to rewrite its system. The main 
drivers for this decision were a multiple system meltdown in 
2014 and a DB outage in 2015. Both downtimes led to a focus 
on reliability.

This diagram shows a simplified picture of the Uber architecture, 
focusing on the areas not related to the geo components.
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and calculating distances by converting latitude and longitude 
information into a three-dimensional spherical model with an 
identifier for each cell.

Long-term data are stored in a MySQL database with a NoSQL 
schema-less extension. For short-term data, Cassandra is used. 
Redis is used for caching and queuing. Logging events are written 
into Kafka queues and are backed up into Hadoop. Beneath the 
operation systems, Uber drives different analytical systems.

Culture
The culture of Uber was not as good as to be expected for a 
modern internet company. It escalated in the years 2014 to 2017. 
In June 2017, founder and CEO Travis Kalanick resigned because 
of complaints of employees and investors about the company 
culture and evidence of bad behavior and sexism. In August 2017, 
Dara Khosrowshahi was recruited as the new CEO, and up to now, 
he is working to improve the internal and external image of Uber.

Lessons learned
At the GOTO 2016 conference, Matt Ranney from Uber talked 
about lessons learned using microservices in his presentation, 
What I Wish I Had Known Before Scaling Uber to 1000 Services. 
At that time, he estimated that Uber had between 800 and 1,000 
microservices. Among other topics, he mentioned:

• It is difficult to change a microservice. It would be better but 
complicated if it would be immutable or at least just addable.

• A distributed system is much more complex to handle than 
a monolithic system. It can be very difficult to find errors.

• Sometimes a new microservice is added instead of fixing a 
problem in an existing microservice.

• Even if microservices are independent, interfaces need to 
be defined according to data types and semantic content, 
which can be difficult for hundreds of microservices and 
peer-to-peer connections.

• It is difficult to define the correct number of repositories to 
store the microservice code in.

• There should be minimal performance requirements and 
latency controls for each microservice.

• It is difficult to test microservices with similar load and 
data as in production. When testing new microservices 
in production, it is difficult to separate them from normal 
production.

• Chaos testing (e.g., randomly switching off components or 
services) is essential for distributed systems but difficult to 
realize, and often developers don’t like it.

• Use of and contribution to open source components/
projects should be carefully decided.

• The freedom of the developer teams to use their own tools, 
languages and methods has some disadvantages:

• The decision for a tool may be driven by untransparent 
and not every time rational factors.

• To avoid working together with another team, one team 
can (politicly) decide to build something new.

• You can get to religious discussions about the best tools 
or languages between the teams.

• It is hard to share code fragments from one service for 
another.

• It is difficult to change teams. It is difficult for an 
employee to transform into a new team.

• A general agreement for teams is necessary for logging/
monitoring (including performance measurement, 
dashboarding and tracing of requests).

 
Two years later, in 2018, Prabhu Krishnamoorthy stated in Building 
Reliable Microservices @ Uber: An Introduction that Uber has 
more than:

• 4,000 microservices

• 20 mobile apps.

• 500 web apps

• 10,000 dependencies to internal or open source libraries

• 10 languages are used

• 10 different build tools

• 12,000 repositories to hold code and other assets
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Recommendations

Align organization and architecture
All organizations working successfully with microservices are 
organized in independent, self-contained and self-responsible 
teams. One team works on a microservice from the first idea 
to the decommissioning, and there is no distinction between 
business and IT departments. All these organizations are 
following the DevOps approach. There are no dedicated 
departments or groups for analysis/design, development, 
architecture, test, operations and maintenance.

It may be too difficult in a year to completely meld together 
business and IT departments in a financial services organization. 
Still, at least IT must be restructured for independent, self-
contained and self-responsible teams. The gap between 
business and IT must be narrowed as much as possible in a 
constant optimization process. The whole reorganization should 
be started with a check of and, if necessary, a refinement of 
the business strategy. If these measures are not adopted, 
the regularities of the Conveys Law take effect, and the 
microservices will mirror the complex and potentially inefficient 
current organizational structure.

Provide microservice infrastructure
In most articles and discussions, the importance of central 
infrastructure components is frequently mentioned. These 
infrastructure components can be split into two areas. In one, all 
kinds of tools are needed to ease the developers’ work and code 
handling. In the second, central services directly used as libraries 
or directly called by the services are indispensable. The most 
important topics in this area are:

• Security

• Storage

• Logging and monitoring

• Anomaly detection

• Messaging (with enough capacity and performance)

 
The service covering these topics should be developed by special 
infrastructure teams.

Establish microservice governance
Rodrigue Schaefer (ZALANDO) stated at the GOTO 2016 in From 
Monolith to Microservices at Zalando: “If you kill your variance, 
you limit your innovation. Because innovation is variance.” 
However, it is necessary to have some governance limiting 
languages, libraries, and tools. As described in the chapter above, 
it is crucial to provide central infrastructure services. That is 
impossible for an unlimited range of technologies and languages. 

Some companies offer infrastructure services for a limited 
number of main technologies. These infrastructure services 
ease the work of projects following these main technologies. All 
projects not following these main technologies must implement 
all the infrastructure services themselves. In the end, most 
will follow the main technologies as long as they are carefully 
maintained and up to date.

Setup a service repository
With a rising number of microservices, a repository is needed with 
information about all services. It should contain:

• Name

• Purpose

• Description including APIs and messages

• Ownership

• Dependencies

• Deployment

• Configuration

• Problems

 
This repository helps find and maintain the microservices. 
Otherwise, there is a high risk of multiple services for the same 
requirements.

Check cloud strategy
If you are not already used to building and maintaining an 
infrastructure for a microservice architecture, you should use one 
of the cloud offerings of one of the cloud providers. It is difficult 
to build up the knowledge in your organization, and the cloud 
providers will always be ahead. Additionally, you should focus on 
your core business. The classical main microservice infrastructure 
is becoming a sort of standard product. There is no competitive 
advantage inside your organization. In the meantime, all big 
cloud providers offer additional services for compliance with EU 
and German laws and regulations, which must be checked by the 
legal departments early in the provider selection process.

Don’t underestimate complexity
The business rules for Netflix and Spotify may be complex, with 
different payment models for each video or song in each country 
depending on the content owner. Still, compared to the business 
model of an insurance company, they are simple. Insurance 
contracts are much more complex than the contracts the internet 
companies are dealing with. Because of the long-term contracts, 
insurers have to handle many different older versions of each 
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contract type. Furthermore, some companies accept customer-
specific contract adaptions.

In his presentation Microservices at Netflix Scale: Principles, 
Tradeoffs & Lessons Learned at the GOTO 2016 conference, 
Ruslan Meshenberg stated: “They (the billing services) deal 
with money. So, you have to be more careful. These services 
took us the longest to migrate in the cloud and to break into 
microservices.”

Christian Posta explains in The hardest part of microservices 
is your data that businesses in the financial sector are far 
more complex than most internet companies like, for instance, 
Twitter. The challenge for most internet companies is the 
number of requests, not the complexity of each request. The 
number of requests requires special effort for scaling and 
workload distributions. In contrast, the complex requests lead to 
complex logic inside the microservices or a complex structure of 
microservices with orchestration challenges.

Invest in production disaster testing
In general, a distributed system is harder to handle. Microservice 
architectures are highly distributed systems. It is practically 
impossible to simulate all situations that can occur in the 
production environment in a test environment. Such a test 
environment would be very large and expensive. Thanks to the 
spread of end-to-end responsibility without a central deployment 
group, it would be extremely difficult to ensure that every 
change in the production environment is also done in the test 
environment. The only way to prevent outage time is to test 
disasters in the production environment in a controlled manner. 
From time to time, some components must be shot down to 
see what happens. For these tests, strategies and tools must be 
defined and implemented. A special group should work on this 
topic, which necessitates significant effort.

Data Management
Establish a data management answering the questions:

• Which data are stored?

• Where are the original data stored?

• Where are copies of this data stored?

• How long are these data stored?

• Where are these data processed?

• What is the business reason to work with the data?

 
All these questions are not easy to answer in most current IT 
landscapes, but it gets more problematic in a heavily distributed 
microservice environment. Based on current and most likely 
upcoming regulatory requirements, it is or will get necessary to 
answer all these questions.

To facilitate data management and avoid data inconsistencies, 
data redundancy should be avoided as much as possible. If it is 
indispensable, it should be clear where the master is and copies 
of the data.
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Conclusion

During the research for this article, one aspect emerged that is 
not related to technical questions. All three companies have an 
extreme customer focus. They spend a considerable effort to 
collect as much data about customer behavior, test new ideas 
with groups of chosen customers and always ask what comes 
next. Already in 2000, long before the broader discussion about 
big data and analytics, Spotify offered customers DVDs based 
on the DVDs they had rented. Together with a culture fostering 
innovation, this seems to be the most significant success factor. 
All three companies started with a monolithic architecture and 
were already successful with this architecture. The success and 
their innovation culture forced them to microservices because of 
their flexibility and scalability.

There is a big difference between these companies and most 
companies in the financial sector. Companies like Netflix, 

Spotify and Uber do not have a strong differentiation between 
business and IT departments. Their assets are the IT systems 
and the data; all other functions are grouped around it. The 
strong differentiation between business and IT in the financial 
sector is caused by the long history of most companies and 
the complexity of the financial industry. This gap is hindering 
innovations. For innovation, business and IT people must get 
together and find new solutions for customer demands.

A microservices-architecture, in the end, is an issue of technology. 
This technology can be implemented on its own. But the real 
benefit takes place when it is combined with a special culture and 
some supporting technology approaches.

An agile and innovative culture characterized by trust and 
autonomy is vital. The architecture must provide a framework 
to build small and as independent as possible components. 
Microservices are one approach to reach this goal. Central 
infrastructure services must be provided for all the often-used 
or centrally needed functions (rights, logging, monitoring, 
persistence). The daily work of the engineers (coding, deployment, 
testing, finding and managing services) must be supported as 
much as possible with automation. A strong focus on testing and 
disaster simulation in the production environment is needed. But 
not only the architecture is depending on the other pillars. In the 
long run, an agile, innovative culture will not be successful without 

an architecture with small, mostly independent components and 
an environment that eases quick changes and mitigates risk by 
frequent complete automated tests.

A microservice architecture will only become a success factor for 
a financial sector company if combined with a deep cultural and 
organizational shift. The complexity of business processes needs 
to be reduced as much as possible. Freedom and responsibilities 
must be core values of the company culture. A concept and a 
roadmap need to be in place for the complete replacement of 
the legacy systems. Otherwise, microservices are just another 
technology working with legacy systems.

Microservice
Architecture

Culture

Work
Environment

Infrastructure

Production
Testing
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